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Support Vector Machine(SVM) were first suggested by Vapnik in the 1960s for classification 

and have recently become an area of intense research owing to developments in the 

techniques and theory coupled with extensions to regression and density estimation. SVMs 

are based on the structural risk minimisation principle. This principle incorporates capacity 

control to prevent over-fitting and thus is a partial solution to the bias-variance trade-off 

dilemma. Two key elements in the implementation of SVM are the techniques of 

mathematical programming and kernel functions. The parameters are found by solving a 

quadratic programming problem with linear equality and inequality constraints; rather than by 

solving a non-convex, unconstrained optimisation problem. The flexibility of kernel functions 

allows the SVM to search a wide variety of hypothesis spaces.  

Here, focus is on SVMs for two-class classification, the classes being P and N for yi = 1, -1  

respectively and this can easily be extended to k-class classification by constructing k two-

class classifiers. The geometrical interpretation of support vector classification (SVC) is that 

the algorithm searches for the optimal separating surface, i.e. the hyperplane that is, in a 

sense, equidistant from the two classes (Burges, 1998). This optimal separating hyperplane 

has many nice statistical properties (Vapnik, 1998). SVC is outlined first for the linearly 

separable case. Kernel functions are then introduced in order to construct non-linear decision 

surfaces. Finally, for noisy data, when complete separation of the two classes may not be 

desirable, slack variables are introduced to allow for training errors. 

Linear Support Vector Classifier 

If the training data are linearly separable then there exists a pair (w,b) such  that 

 (1) 

 

with the decision rule given by 

 
(2) 

 

w is termed the weight vector and b the bias (or −b is termed the threshold). The inequality 

constraints (1) can be combined to give  

(3) 
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Without loss of generality the pair (w,b) can be rescaled such that 

 

this constraint defines the set of canonical hyperplanes on �N. 

 

 

 

Fig-1: Linear separating hyperplanes for the separable case. 

The support vectors are circled.  

In order to restrict the expressiveness of the hypothesis space, the SVM searches for the 

simplest solution that classifies the data correctly. The learning problem is hence reformulated 

as: minimize   subject to the constraints of linear separability (3). This is 

equivalent to maximising the distance, normal to the hyperplane, between the convex hulls of 

the two classes; this distance is called the margin (Fig-1). The optimisation is now a convex 

quadratic programming (QP) problem  

 

Subject to    

                  

  (4)  

This problem has a global optimum; thus the problem of many local optima in the case of 

training e.g. a neural network is avoided. This has the advantage that parameters in a QP 

solver will affect only the training time, and not the quality of the solution. This problem is 

tractable but in order to proceed to the non-separable and non-linear cases it is useful to 

consider the dual problem as outlined below. The Lagrangian for this problem is 

 (5) 

where are the Lagrange multipliers, one for each data point. The 

solution to this quadratic programming problem is given by maximising L with respect to 

 2 
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Λ  and minimising with respect to w, b. Differentiating w.r.t. w and b and setting the 

derivatives equal to 0 yields 

 

 

(6) 

 

So that the optimal solution is given by (2) with weight vector 

 (7) 
Substituting (6) and (7) into (5) we can write 

 (8) 

written in matrix notation, leads to the following dual problem 

 (9) 
Subject to  

 

Where and D is a symmetric (l x l)  matrix with elements  

Note that the Lagrange multipliers are only non-zero when  , vectors for 

which this is the case are called support vectors since they lie closest to the separating 

hyperplane. The optimal weights are given by (7) and the bias is given by 
(10(10)  

for any support vector x. The decision function is then given by 

 (11) 
The solution obtained is often sparse since only those x with non-zero Lagrange multipliers 

appear in the solution. This is important when the data to be classified are very large, as is 

often the case in practical data mining situations. However, it is possible that the expansion 

includes a large proportion of the training data, which leads to a model that is expensive both 

to store and to evaluate. Alleviating this problem is one area of ongoing research in SVMs. 

Non-Linear Support Vector Classifier 

A linear classifier may not be the most suitable hypothesis for the two classes. The SVM can 

be used to learn non-linear decision functions by first mapping the data to some higher 

dimensional feature space and constructing a separating hyperplane in this space. Denoting 

the mapping to feature space by 
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the decision functions (2) and (11) become 

(12) ) 

 +  

Note that the input data appear in the training (9) and decision functions (11) only in the form 

of inner products , and in the decision function (12) only in the form of inner products 

. Mapping the data to H is time consuming and storing it may be impossible, e.g. if 

H is infinite dimensional. Since the data only appear in inner products we require a 

computable function that gives the value of the inner product in H without explicitly 

performing the mapping. Hence, introduce a kernel function, 

(13)  

The kernel function allows us to construct an optimal separating hyperplane in the space H 

without explicitly performing calculations in this space. Training is the same as (12) with the 

matrix D having entries  i.e. instead of calculating inner products we 

compute the value of K. This requires that K be an easily computable function. 

The Non-Separable Cases  

So far we have restricted ourselves to the case where the two classes are noise-free. In the 

case of noisy data, forcing zero training error will lead to poor generalisation. This is because 

the learned classifier is fitting the idiosyncrasies of the noise in the training data. To take 

account of the fact that some data points may be misclassified we introduce a vector of slack 

variables that measure the amount of violation of the constraints (3). The 

problem can then be written as 

 

Subject to 

 

Where, C and k are specified beforehand. C is a regularisation parameter that controls the 

trade-off between maximising the margin and minimising the training error term. If C is too 

small then insufficient stress will be placed on fitting the training data. If C is too large then 

the algorithm will overfit the training data.  
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